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Building on our earlier work (Artes, 2024), which highlighted the challenges of managing 
wildfire risks in Europe amid growing climate concerns, this report introduces a modelling 
agent, also known as “risk model”, designed to enhance wildfire risk transfer solutions. 
This model is crucial for managing the unpredictable and damaging nature of wildfires. 

Essentially, the modelling agent uses simulations to predict wildfire behaviour over the 
next year, leveraging historical data of previous wildfires to understand potential impacts 
in specific regions. It analyses past wildfires under the meteorological conditions that 
were present at that moment in time, providing a dynamic framework to assess risk. This 
model uses computational techniques combining machine learning (ML) and statistical 
modelling to generate potential ignition points according to its seasonal behaviour to 
simulate the wildfire spread and impact, helping stakeholders make informed decisions 
about risk management and insurance. A ML combined with a recurrent neural network 
model are trained using field data to generate risk ignition maps and estimate the 
number of ignitions based on temporal series for given area of interest. 

The model, named as a stochastic catalogue, aims to provide a detailed, probabilistic view 
of wildfire risks, constructing a comprehensive risk factor landscape to highlight future 
potential threats in specific areas. 

Our goal is to equip stakeholders with a tool that aids in risk understanding and 
management and supports effective wildfire mitigation and financial strategies. This 
report outlines the model's functionalities, its development process, and potential 
applications in risk management. 

Designed to generate a precise stochastic catalogue for specific geographic areas, this 
report represents a proactive step in wildfire risk management, combining empirical 
insights with collaborative efforts. As we explore the complexities of risk dynamics, we 
are committed to use this model for the next steps of the parametric insurance 
development. 
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As we delve into the methodology behind the creation of our modelling agent for wildfire 
risk transfer, it's essential to revisit our exploration of the European wildfire landscape 
and the current state of risk management practices (Artes, 2024). Our analysis revealed 
a nuanced landscape, where certain markets and lines of businesses in Europe are 
already insuring against wildfires; e.g. forest lands in Aquitaine are relatively well insured, 
with approximately 40% of their productive area covered by various insurance schemes. 
Yet there is not a clear pattern across countries, i.e. low penetration rate of insurance in 
forest for Catalonia, in this case due to a lack of awareness and historical mistrust on 
insurance (JRC, 2022). Culturally, reliance on governmental post-fire assistance 
intervention persists in some regions, yet the tide may shift as wildfires and their 
associated losses escalate in frequency and severity. 

Recalling our findings, organizations like MISSO have signalled their intent to expand 
coverage and adopt innovative strategies to mitigate risks effectively. However, 
discussions have also unveiled the challenges facing regions like Catalonia, where forest 
insurance penetration remains low. Factors contributing to this trend include a lack of 
awareness among private forest owners, historical mistrust of insurance, and the 
perception that forests hold limited economic value (Rodríguez-Carreras et al, 2020). 
Regulatory complexities, inheritance issues, and gaps in risk mitigation measures further 
hinder the uptake of insurance policies (EC, 2024). 

In this dynamic landscape, the emergence of the Climate-Sustainability Reporting 
Directive (CSRD) introduces a new paradigm for insurers and forest owners. Under the 
CSRD's umbrella, there is a growing imperative to identify the impact of climate change 
and environmental risks on assets and develop strategies to mitigate these risks 
effectively (EC1, 2024). This directive compels companies to analyse their value chains 
and assess potential sustainability challenges. Specifically, the environmental focus of the 
CSRD mandates companies to identify threats that could impact their stakeholders due 
to climate change.  This regulatory framework underscores the need for greater resilience 
and accountability in any risk management practices. 

Our modelling agent aims to simplify the complexity of wildfire risk management within 
the broader Risk Transfer Solution Framework. By leveraging empirical insights and 
emerging regulatory imperatives, we aim to equip stakeholders with the tools and 
strategies needed to navigate the evolving landscape of wildfire risk with confidence and 
resilience (Scott, 2013). 

This report describes our approach to wildfire risk management using publicly available 
ERA5 and Fire Weather Index data from Copernicus. ERA5 provides high-resolution 
atmospheric reanalysis data, offering detailed insights into historical weather conditions, 
which are crucial for understanding and predicting wildfire patterns. The Fire Weather 
Index, on the other hand, is a comprehensive tool that integrates current weather data 
to assess wildfire risk, including factors like wind speed, temperature, and humidity. 
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Together, these resources enable precise monitoring and forecasting capabilities, 
enhancing our ability to predict and manage wildfire risks effectively. 

We employ workflows that analyse historical and seasonal data to identify potential 
ignition points in specific locations. This data then feeds into a stochastic catalogue 
generator that calculates a risk index for the upcoming year, providing essential insights 
for fire risk mitigation. A graphical representation of this process is summarized in Figure 
1. For more information on the data sources, visit Copernicus (Copernicus, 2024). 

 

Figure 1. Approximation to a Stochastic Catalogue Generator 

 

To produce the inaugural operational product, each stage requires a particular set of 
parameters and limitations. These are crucial to ensure the total simulations needed to 
create a robust and scientific risk factor for a specific geographical area are both feasible 
and practical in terms of storage (minimizing the disk space required for meteorological 
data) and processing (keeping the computational time for running numerous simulations 
to a reasonable level). 

 

 

 

To enhance our simulations and the creation of ignition points, we have developed a 
method to download and process meteorological information that is critical for assessing 
fire risk in the upcoming year. This vital preparatory step involves extracting weather data 
from the Copernicus service, customizing it to the specific region and timeframe of 
interest, and then integrating it into our system for use in our simulations. This data is 
essential as it forms the initial input that is further refined to meet the precise 
requirements of the simulations. The Meteorological Extract, Transform, and Load 
(Meteo ETL) component is crucial for preparing and processing historical weather data, 
ensuring it is specifically tailored to the geographic and temporal scope required for our 
wildfire risk assessments. The ETL procedure, an offline operation due to its resource-
intensive nature, includes: 
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• : The specified area for which the risk catalogue is created, a critical 
precursor to other workflow steps. 

• : The historical period processed, denoted by a start and end date, 
which determines the scope of data analysis. 

This information is methodically prepared, ensuring its readiness for integration into 
the simulation workflow. 

 

 
 

1.2.1 Workflows and Argo Simulation 
 

A workflow is a series of interconnected tasks or steps designed to achieve a specific 
outcome or goal. It provides a structured approach to managing and automating complex 
processes, enabling organizations to streamline their operations, increase efficiency, and 
reduce errors.  

Workflows are commonly used in various industries such as software development, 
manufacturing, finance, and healthcare to manage repetitive tasks, coordinate activities 
across teams, and ensure consistency and compliance. For example, in software 
development, companies like GitHub and Atlassian utilize Continuous 
Integration/Continuous Deployment (CI/CD) workflows to automate testing and 
deployment, enhancing speed and product quality. In manufacturing, automotive giants 
such as Toyota and Ford implement precise assembly line workflows to optimize 
production efficiency and adhere to Lean Manufacturing principles. In finance, 
institutions like JPMorgan Chase and Bank of America use automated loan processing 
workflows to ensure regulatory compliance and streamline customer service. Lastly, in 
healthcare, facilities such as the Mayo Clinic and Johns Hopkins employ patient care 
workflows to coordinate treatment plans and improve patient outcomes, ensuring timely 
and consistent care. 

Argo (Argo, 2024) is an open-source workflow engine specifically designed for 
orchestrating complex workflows on Kubernetes (Kubernetes, 2024). Kubernetes is a 
popular container orchestration platform used for deploying, managing, and scaling 
containerized applications.  

Argo Workflows significantly enhances Kubernetes by introducing robust features 
tailored to manage complex processes and dynamic scaling needs. One of the standout 
features is its ability to handle complex dependencies using Directed Acyclic Graph (DAG) 
templates. This enables precise control over the execution order of tasks, making it 
possible to orchestrate workflows that require specific tasks to wait for others before 
starting. For instance, a machine learning pipeline might use Argo to manage the 
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sequence of data preprocessing, model training, and result evaluation tasks, ensuring 
that each step commences only after the previous one has successfully completed.  

Another key feature is Argo's support for dynamic scaling, which leverages Kubernetes' 
horizontal pod autoscaling. This allows the number of workflow pods to automatically 
adjust based on workload demands. A practical example of this can be seen in video 
processing applications where the demand for processing can surge unpredictably. Argo 
Workflows can dynamically allocate more resources during high demand periods and 
scale down when the load decreases, optimizing resource use and operational costs. 
These capabilities make Argo Workflows a powerful tool for enhancing Kubernetes 
environments, particularly in scenarios requiring high flexibility and efficient resource 
management. As a final benefit of using orchestrating tools like Argo over Kubernetes is 
that it can be used to ensure reproducibility. 

 Implementing a workflow using Argo typically involves the following steps: 

• : Users define workflows using Argo's declarative workflow 
specification language, which is based on YAML (YAML Ain't Markup Language). In 
the workflow definition, users specify the sequence of tasks or steps to be 
executed, along with their dependencies, inputs, outputs, and parameters. 

 

• : Once the workflow is defined, users submit it to the Argo 
workflow controller, which schedules and executes the workflow on the 
Kubernetes cluster. Argo automatically manages the execution of individual 
workflow steps, ensuring that they are executed in the correct order and handling 
any failures or retries. 

 

• : Argo provides built-in monitoring and visualization tools 
that allow users to track the progress of workflows, monitor the status of 
individual steps, and view detailed logs and metrics. This visibility enables users to 
identify and troubleshoot issues quickly, optimize performance, and ensure that 
workflows are running smoothly. 

 

• : Argo supports automation through integration with other 
tools and systems, allowing users to trigger workflows in response to events, 
schedule recurring workflows, and dynamically adjust workflow parameters based 
on external conditions. This flexibility enables organizations to automate a wide 
range of tasks and processes, reducing manual effort and improving productivity. 
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Overall, Argo simplifies the implementation of complex workflows on Kubernetes, 
providing a scalable and reliable platform for managing and automating business 
processes across diverse environments. 

 

1.2.2 Simulation Workflow 
This workflow aims to generate thousands of fire-spread simulations for the creation of 
stochastic catalogues using various methodologies, including XGBoost and LSTM (long 
short-term memory). For instance, combining an XGBoost and the LSTM can be used to 
estimate the likelihood of fire occurrences under different conditions. Then, a sampling 
method can be applied to generate fire occurrences using the distribution of the 
probability of ignition and the number of estimated points produced by the LSTM. 
Repeating the estimations, we can generate a stochastic catalogue of fire occurrences. 
Weather conditions are used for the generation of the points and for indexing the points 
in the catalogue. This last fact can be simplified using danger indexes that summarise the 
fire weather conditions like the Canadian Fire Weather Index (FWI). Finally, given the 
conditions to estimate using weather or proxies for indexing like the FWI, the catalogue 
is used to select ignitions following the distributions of the current forecasts. With the 
selection of the ignitions, we simulate the fire propagation and reduce the entire selection 
of simulations to single map providing a detailed map of potential regions with higher 
probabilities of getting burned in the future. Together, these techniques enable a 
comprehensive and nuanced analysis of fire risks regarding potential losses of assets 
exposed, which is critical for effective disaster management and planning. Here are the 
main stages of the workflow: 

• : Computation of ignition risk probability by generating Daily Maps of 
Ignition Probability (DMIPs) using a machine learning model, static maps, and 
dynamic variables like the fire weather index. Inputs include region, date range, 
FWI data location, ML model selection and time aggregation period. The model 
used for the ignition risk is a XGBoost trained with field gathered data which is 
used for creating maps in inference. 

 

• : Estimation of the total number of ignitions based on DMIPs 
created in the Ignition Risk stage. In those places where fire causes are mostly 
anthropogenic, machine learning models show a clear spatial pattern which is less 
dynamic to temporal changes. For this reason, we reinforce the estimation of the 
number of fires for a time step relying into a multivariate LSTM using a seasonal 
decomposition of the FWI and components with respect to time. Then we can 
generate a signal that depicts the number of ignitions relying in the FWI for an area 
of interest. This signal can be normalised to the minimum required density of 
ignitions per area and the maximum number of fires to generate for a time 
aggregation. This number will be used for the creation of the ignition points. The 
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maximum number is limited by computational capabilities for one time 
aggregation computation. 

 

• : Production of simulation points based on DMIPs. This is a 
sampling methodology that uses the spatial distribution of the probability to 
compute the probability of creating an ignition given a specific number of desired 
points per time step. This allows us to create several ignitions for each map and 
even improve the estimation of the fire occurrence variability using an additional 
model to provide the number of ignitions. 

 

• : Provision of meteorological data, such as ERA5 weather 
reanalysis data, provides hourly estimates of atmospheric, land and oceanic 
climate variables. ERA5 includes information about uncertainties for all variables 
at reduced spatial and temporal resolutions. FARSITE simulator requires this data 
to simulate based on the meteorological conditions that were observed during 
that period (week of the year) (Finney, 1998). Inputs include ERA5 data, point 
coordinates, and simulation date. 

 

• :  This module allows us to run thousands of 
simulations and aggregate the results of each fire spread simulation. The fire area 
simulator used in this step is FARSITE, it uses Rothermel model to predict the 
spread and behaviour of fires across landscapes. It relies on meteorological input 
data obtained from the meteorological data stage and considers vegetation as fuel 
source. This simulation tool integrates various environmental factors, including 
topography, weather, and the types of vegetation available, to create realistic 
scenarios of how wildfires could evolve and impact areas under different 
conditions. The reduction of the spatially sparse simulation results into a single 
map is memory efficient, free of cloud tech traps being suitable to be executed in 
different cloud providers. 

 

 
A stochastic catalogue, within the context of the Risk Impact Factor generation step, 
refers to a structured dataset containing a comprehensive set of simulated scenarios 
representing potential fire occurrences. These scenarios are generated based on 
stochastic processes, which introduce randomness and uncertainty into the modelling of 
fire spread. 

Each scenario in the stochastic catalogue comprises a collection of simulated fire events, 
with each event characterized by parameters such as ignition point, spread pattern, 
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intensity, and duration. These parameters are derived from the simulations generated by 
FARSITE executions (in individual processes) and are tailored to reflect a range of possible 
fire outcomes. 

The stochastic catalogue is a powerful tool that helps understand and measure the risk 
of fires. It gives important insights into the likelihood and effects of different fire 
scenarios. This information is very useful, especially for insurance companies, which may 
subscribe to obtain this data, as it helps them make informed decisions about their 
policies. For example, in California, organizations like the Department of Insurance and 
the California FAIR Plan use this data to adjust their insurance rates and policies for areas 
that are at high risk of wildfires. They decide where premiums should be higher because 
of greater risk, or where coverage might need to be limited. 

Similarly, Swiss Re, a global insurance company, uses these models to understand fire 
risks better. This helps them set aside the right amount of money to cover potential claims 
and design insurance products that distribute the risk of wildfires across many people, 
ensuring they can handle the financial impact of fires. These actions not only help with 
financial planning but also support efforts to manage build land better and improve 
building rules to reduce fire risks. This way, the data from the stochastic catalogue directly 
influences practical decisions that affect many people’s lives and safety. 

Consequently, the stochastic catalogue allows stakeholders to explore different risk 
scenarios, evaluate their potential consequences, and make informed decisions 
regarding fire management strategies, resource allocation, and emergency 
preparedness. 

In the Risk Impact Factor generation step, the stochastic catalogue is built by combining 
simulations with user-defined parameters such as the number of scenarios, average 
burnt area, and sampling distribution. This process ensures that the catalogue captures 
a diverse range of fire scenarios while accounting for key factors influencing fire 
behaviour and spread. 

 

 

 

Fire regimes are very heterogenous within Europe and may not match completely with 
damage or losses. Some fire regimes are considered as normal or average for a given 
location, but the same regime may be considered severe or mild for another region. Then, 
the need arises to establish what is considered normal and to identify the context that 
stands out and overwhelms society. In addition, wildfires are natural hazards which are 
closely related with humans in its cause, but also mitigating its damage. 
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There are several definitions and formulas to characterise the term risk. Figure 2 
summarises the framework for fire risk assessment: 

 

Figure 2. Framework for fire risk assessment. Source: (Chuvieco et al., 2010) 

 

Vulnerability can be estimated using landscape GIS layers from monitoring services, 
database assets, previous continuous monitoring of long-term damage and very valuable 
datasets as Open Street Maps. 

Fire danger can be split into two main parts: ignition danger and propagation danger. 
Many studies have tried to predict when fires might start, but this is hard to do accurately. 
This difficulty arises because about 92% of fires in Europe are caused by people, and 
human behaviour is unpredictable. For example, unexpected decisions, accidents, and 
illegal activities can lead to fires, and these factors are hard to predict.  

Moreover, the environment also affects fire risks. Weather conditions like temperature, 
humidity, and wind play a big role. Hot and dry weather makes it easier for fires to start 
and spread, while wet and cool conditions help prevent fires. Wind can blow sparks to 
new places, starting fires far from where they originally began. Because of these 
complexities, both human behaviour and changing weather conditions need to be 
considered to understand the risk of fires starting.  

Nevertheless, in previous literature (Martínez et al., 2009; Mancini et al., 2018; Martín et 
al., 2018; Catry et al., 2009; Guo et al., 2016; Vilar et al., 2010; Rodrigues & de la Riva, 2014) 
several factors have shown a relevant correlation with fire ignitions like fire lighting 
records, distances to roads and some other infrastructures. Multiple predictors are used 
for that purpose related with weather, as well as fire danger indexes and spatial 
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distribution variables related with infrastructures or population. In addition, there are 
some methodologies to estimate the lighting probability. It is important to remark that 
lighting records could be applied but could not be used for prediction methods. Besides, 
the estimation of lighting probabilities are parametrizations based on convective 
available potential energy and cloud parameters (Lopez, 2016; Coughlan et al., 2021). 
Using these methods, we can estimate lightning strikes, but it's important to note that 
this includes lightning within clouds as well as lightning that strikes the ground and can 
cause wildfires. There is no distinction made between these types of lightning in our 
estimates. 

 

 

We propose a methodology that can be used for pure parametric or index parametric 
modelling losses. However, we consider that we should evaluate initially the model for a 
pure parametric. 

One first step is to design an indicator for fire ignition risk. Figure 3 shows the design for 
modelling the ignition points and afterwards the fire propagation of each of these ignition 
points. The first step is to predict the probability of ignition. For this purpose, we use the 
Canadian Fire Weather Index at the highest resolution available for Europe combined 
with other datasets used as predictors at meter resolution like rails, roads, population, 
build-up, imperviousness (i.e. impenetrability) or electric lines. 

The Canadian Fire Weather Index and its components was computed in Mitiga using ERA5 
Land (Muñoz-Sabater et al., 2021) for Europe since 2000 up to 2023 at 9 km in addition to 
the one available in Copernicus provided by EFFIS and computed by the ECMWF at 31km 
resolution (Di Giuseppe et al., 2020).  

Other datasets as distances to roads, rails or burnable continuous areas were produced 
downloading OSM (Open Street Maps, 2024) database and filtering roads ignoring 
tunnels, rails or specific elements of interest to achieve the higher resolution possible to 
be combined with other layers as ESA CCI Landcover (ESA – CCI, 2024).  

Some of these layers are not used directly, therefore we need to compute operations like 
distances to the rest of the pixels of the area of interest. For that purpose, we developed 
a code to compute distance to vector or raster layers across large areas (such as countries 
or continents) using parallel processing and being memory efficient. The use of parallel 
processing allows the code to handle multiple operations simultaneously, significantly 
speeding up the computation time and improving the overall performance. Additionally, 
being memory efficient ensures that the system uses fewer resources, which is crucial 
when dealing with large datasets, thus enhancing the scalability of the model. These 
features enable us to prepare new variables for analysis more effectively. 
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2.1.1. Overall Design 
 

Figure 3. Design for modelling the ignition. 
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Figure 3 shows the workflow proposed for the ignition risk probability and generation of 
stochastic method: 

Canadian Fire Weather Index (FWI) is computed without annual reset (to catch 
consecutive yearly droughts) based on ERA5 Land dataset to have FWI and its 
components at 9km resolution. 

We compute the score of percentiles for each FWI component, pixel, and day using data 
from the first 10 years (2000 to 2010) as they have been widely refined and validated. This 
timeframe is optimal because it provides enough data to capture a variety of weather 
conditions, which is important for building accurate statistical models.  

To use data from a recent decade ensures that the analysis reflects close-to-current 
climate trends. This is crucial because weather patterns can change over time due to 
factors like climate change. By focusing on these 10 years, we save in computing capacity 
and are more likely to use information that accurately represents today's climate 
conditions, enhancing the reliability of our Fire Weather Index predictions.  

The approach strikes a balance between comprehensive data analysis and current 
relevance, making it highly effective for predicting fire risks. With this data we would like 
to provide to the machine learning module information about what is a normal value for 
a given time and location.  

We conduct this process because FWI values vary significantly by region and season. 
Normal values in one area, like the Mediterranean, may be anomalous elsewhere during 
the fire season. Additionally, vegetation types vary, affecting susceptibility to ignition due 
to differences in water content. Therefore, we gather ignition point datasets tailored to 
our area of interest. If we have information on the causes, we analyse them to identify 
datasets that can aid in predicting ignition points. 

 

 2.1.2. Data Processing 
 

Datasets must be postprocessed to improve the ignition forecast model. This includes 
data cleaning to fix errors, standardizing data for consistency, addressing missing values, 
and correcting biases. Rigorous evaluation ensures accuracy. These measures refine the 
model for more reliable predictions, incorporating factors like infrastructure distances 
and land covers. We analyse the information contribution and feature importance in the 
machine learning model in addition to the ignition database itself. 

Next, we evaluate the machine learning model. Complementary to the previous point, it 
is mandatory to evaluate the behaviour of different machine learning models, to see how 
they perform to avoid overfitting and guarantee accuracy. 

We build a framework to build time series of risk of ignition maps. It is flexible and scalable 
code that generates netCDFs with the probability of ignition at 10 or 30m. 
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Before generating the ignition points, we do a statistical analysis of the distribution of the 
probabilities for the area of interest according to the ignition dataset. This allows us to 
estimate the expected number of ignitions, their location, and the week of the year. 

We developed a method to generate ignition points for fire spread. Since we need to 
generate points for fire spread ensembles, we may need to generate a given number of 
ignitions regardless of the number of forecasted ignitions. Fire spread modelling can 
provide useful information of potential fire behaviour that can be used for different 
purposes. If we reduce the amount of ignition to the forecasted ones, the fire spread 
ensemble can provide few information. Then, we can generate thousands of ignitions 
depending on the distribution of the probability ignition risk based on the machine 
learning model. This procedure is also parallel and scalable. 

 
Figure 4. Shows distance to roads map for Portugal. 

 

Figure 4 shows an example of the computation of distances to roads for Portugal at 30 
meters resolution. With the same methodology distances to electric lines and rails are 
computed. Depending on the results of the variable importance analysis we can easily 
add distances to another elements like wind turbines or electric towers. 

This allows to create a dataset for training using databases of real ignition produced by 
local authorities. It is important to rely on these sources since remote sensing sources do 
not see most of the ignition. Therefore, machine learning and deep learning methods 
using remote sensing mix fire ignition and fire activity. Using local databases, we can train 
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a machine learning model for each area of interest. According to the fire activity and the 
access to the local databases the pilot cases for risk transfer will be Catalonia (North-
eastern Spain) and Portugal. 

When creating a training dataset, we need enrich the datasets with the predictors for 
each element of the data. Then, we will have to gather the data of each predictor for each 
ignition point, from distances to elements, topography to the values of the fire weather 
index for that given day and position. 

 

Figure 5. Workflow design to enrich the ignition points provided by local authorities with the 
predictor data. 
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Table 1. Expected datasets to be used to enrich ignition points   

Secretaria d’Agenda Rural via 
Acció Climatica 

ICNF (Portuguese forestry service) 
database via Prociv (Civil 
Protection of Portugal) 

EU-DEM v1.0 
https://land.copernicus.eu/image
ry-in-situ/eu-dem/eu-dem-v1-0-
and-derived-products 

EU-DEM v1.0 
https://land.copernicus.eu/image
ry-in-situ/eu-dem/eu-dem-v1-0-
and-derived-products 

EU-DEM v1.0 
https://land.copernicus.eu/image
ry-in-situ/eu-dem/eu-dem-v1-0-
and-derived-products 

EU-DEM v1.0 
https://land.copernicus.eu/image
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The ignition probability map is generated from a trained machine learning model.   

To train a machine learning model a dataset must be generated. Workflow 5 
demonstrates the dataset generation process. The Argo workflow requires ground truth 
data of real ignition points which must contain the X, Y coordinate, Date and Area burnt. 
To run the Argo workflow, all inputs from Table 1 are used, along with the time interval 
of ignition points, d (the minimum distance to the ignition point), and n (the number of 
sampling points to be created). 

The script ‘create_sampling_points’ generates n random non ignition points within 
the input area of interest. The randomly generated points are then filtered to ensure each 
is at least 200 meters from an IP, and the Corine burnable mask is applied. Each non 
sampling point is then assigned a random date within the time interval of the ignition 
points and the field area burnt is set to 0. The dataset is then merged to include both 
ignition points, which are assigned a target value of 1, and non-ignition points, which are 
assigned a target value of 0. This dataset is filtered again so all points lie within the area 
of interest (this removes any points with inaccurate coordinates from the dataset). For 
each point in the dataset, all features are computed, including the value of aspect, FWI 
values, and anthropogenic factors such as the distance to the nearest rail. 

 

 

Once we achieve an acceptable accuracy during the validation process of the model, the 
workflow generates a netCDF file which contains the risk of ignition for each day. That file 
can be imagined as a video that shows the risk of ignition. To create the risk of ignition 
netCDF we should define a workflow for doing the inference of a model that provides the 
risk of ignition, for instance from 0 to 1. The inference will be executed periodically for 
considerable large extents, so it should be a cost-effective ML approach. 

We have evaluated multiple models from traditional machine learning to deep learning 
and evaluate the accuracy at different levels of spatial aggregations. For training the 
model the dataset of real ignitions will be divided into training, test and validation. 
Besides, background points have been generated creating a dataset that covers the 
variety of conditions without fire occurrences. Several variables are then gathered for 
each ignition (real or background/no fire), like vegetation, FWI plus components, 
distances to roads, rails, electric lines, imperviousness binary layer. The model of the 
inference can be retrained but fire causes should be analysed before any transfer 
learning to avoid ignoring variables which may become relevant into other regions. 

Portugal Pilot:  

We generate the required features for historical IPs from year 2007 to year 2021. 
Originally, the number of IPs was 284903, but we applied a Corine Burnable mask and 
only 216382 were retained in the analysis. The year 2011 is selected for validation, and 
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the remaining dataset is randomly split into training and testing sets in an 80:20 ratio. 
With a 35% ratio between IP and non-IPs we train an XGB classifier and attain the metrics 
shown in the table below  

Accuracy 0.853 0.85 0.875 

Precision 0.806 0.802 0.860 

Recall 

F1 Score 0.782 0.779 0.861 

MCC 

AUC 0.831 0.829 0.873 

 

Figure 6 shows the feature importance of the variables used in the model. This reflects a 
high importance on anthropogenic with distance to impervious built up and distance to 
road in the top 3 features. 

 

Figure 6. Feature importance of trained XGBoost classifier 
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Once the model is trained, it is serialised to be used in the inference workflow. The 
extension of the maps that we are dealing with, combined with the resolution required 
for the datasets that we received, is in the order of a few tens of meters. We need to 
create a method that can efficiently handle large amounts of data. This method must be 
scalable, able to adapt as our needs grow. We use parallel processing, where multiple 
tasks happen at once, speeding up our work. This way, we can analyse big datasets 
quickly and keep up with changes in data and technology. For such process we suggest 
the workflow shown in Figure 7. 

Figure 7. Inference workflow to generate the risk of ignition map using the predictors and a ML 
model serialised with ONNX (https://onnx.ai/). 

  

In Figure 7, the map initially divides the area of interest into tiles. Subsequently, individual 
processes operate on each tile, collecting predictor information and constructing a vector 
for every pixel and moment in time. These vectors are then utilized to make predictions 
using a previously trained ML model. Once all pixels within a tile have been assigned 
probabilities for each day by the ML model, the tile is then finalized and written into the 
netCDF file. Notably, this entire process operates concurrently, allowing for efficient 
computation. By controlling both the size of the tiles and the number of concurrent 
processes, we can strike a balance between execution time and resource consumption. 
Smaller tile sizes enable finer-grained processing, potentially reducing execution time but 
requiring more computational resources. Conversely, larger tiles may expedite 
processing but demand fewer resources. Adjusting the number of concurrent processes 
allows for further optimization, as more processes can decrease execution time but may 
lead to higher resource utilization. Therefore, by carefully adjusting these parameters, we 
can optimize the computational process to achieve the desired balance between speed 
and resource efficiency. 

Figure 8 illustrates an example of how the probability of ignition looks for given day for 
the two areas of interest. 

https://onnx.ai/
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 Figure 8. Ignition probability maps. At the left, the probability for Portugal at 30m on 11/10/2017. At 
right, the probability of ignition for Catalonia at 30m on 01/07/2020. 

 

But then, we need to sample these maps of risk of ignition in a way that can be 
representative spatially and coherent in time while inside the bounds of the 
computational capacity. Then, for each day we need to sample the map where the 
probability distribution of the probability of ignition will define where an ignition will be 
sampled. For this purpose, we propose a plot shown in Figure 9. 

Figure 9.  Proposed workflow for the sampling of the risk of ignition points. 

  

Due to potential memory limitations and associated costs, we opt for a tiling approach to 
handle the risk of ignition map stored in netCDF format. This method breaks the dataset 
into smaller tiles, allowing us to manage memory constraints effectively. Each tile 
represents distinct timesteps for different days, ensuring efficient processing of 
manageable data chunks. From these tiles, we compute a histogram of the ignition 
probability for each one. By accumulating these histograms across all tiles, we derive the 
histogram for the entire map. By adopting this strategy, we strike a balance between 
computational performance and cost-effectiveness, making our analysis feasible and 
economically viable. 
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The described methodology would allow us to sample a fixed number of points like the 
example shown in Figure 10 for Portugal for the week from 10 to 17 of October with 
50,000 points. With this sampling method we will have more points in areas of high risk 
and less points in areas of less risk, but still having points in most of the territory. 

 
 

Figure 10. The image visualises the result of a sampling method for the risk of ignition from 10 to 17 
of October of 2017 using 50,000 points at left. In grey the real active fires for the same period. In the 

right side, 30000 ignition point generated for Catalunya during 19 July to 26 July of 2012. 

 

 

At this point we need to simulate the propagation of thousands of ignition points with a 
different probability and process the results to provide an aggregated output, see Figure 
11. Our infrastructure is based on Kubernetes to process the simulations. The process 
would be a highly parallel process following a map/reduce computational pattern. Each 
point would require a preprocessing and transformation process where data is 
transformed and gathered, from topography, fuel to weather data, to run each 
simulation. Each simulation would run for a given domain which is not the entire area of 
interest, that would allow to run additional models to downscale some variables as wind 
or moisture. Once the simulation is done, we process the outputs, which initially for 
testing procedures will be the time of arrival of the fire front. This time of arrival can be 
binarized to burnt and not burnt and finally weighted with its probability to happen 
(probability of ignition). This last file is the basic and final output of the system and 
represents the probability of an event to happen; a pixel being burnt. 
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7 
Figure 11. Proposed workflow to run ensembles of fire spread simulations from the generated 

ignition points or real active fire fronts from data acquisition. 

 

Nevertheless, the amount of ignition creating by the sampling method should not be 
constant to achieve a probability of burning which is comparable in time. Then, we need 
to stablish a methodology to define the total number of ignitions to generate during the 
sampling procedure. For that purpose, we have proposed in our previous report to 
compute and overall danger for the entire map for a single day. That overall danger (OR) 
could be described as: 

 

Where: 

OR is the overall risk 

H(p) is the normalised distribution of the probability of ignition 

p is the probability 

Then a function must be found that relates the OR with the minimum and maximum 
number of ignitions we want to simulate for the fire spread simulation engine. The time 
series generated for the burn probability would be comparable in time and space and 
thus, suitable to generate stochastic catalogues and implement risk transfer solutions. 
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For instance, mimicking the parametric solution, we can then analyse the behaviour the 
of risk of ignition and/or the burnt probability to trigger the pay. Let say we compute the 
average risk of ignition for a given area of interest, and we compute the number of real 
ignitions in time. Then we can process the temporal series searching for anomalous peaks 
and thresholds to be used in parametric insurance solution, see Figure 10. 

 

Figure 12. Temporal series for 2011 for a given area of interest in northwestern Spain showing the 
average risk of ignition and real number of ignitions.  

 

Figure 12 shows how only the ignition risk model could be suitable to search for threshold 
to implement triggering systems. It is true that only the risk of ignition is not enough for 
a final parametric solution, but simulating all the ignition points generated sampling the 
risk of ignition map would generate a temporal series of risk of burn that would be 
suitable for different insurance solutions. The proposal can be used in forecast mode if 
the accuracy and the overall risk is proven to be good enough or with data assimilation 
allowing the use of innovative insurance solutions and speeding up payments. 

Alternatively, and for the same purpose, the seasonal analysis module will compete with 
the previous proposal since the main purpose is to estimate the number of ignitions as 
one triggering system. When combining a considerable number of variables into ML 
models and having a limited amount of ground truth data may lead to models that are 
not sensible enough to some variables. Since wildfires follow a seasonal behaviour having 
considerable peaks, we consider using DL model suitable for multivariable non-linear 
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time series forecast for this purpose to increase the accuracy of the estimation of the 
number of fires. 

The proposed model has two main modules, a risk of ignition with a sampling method 
first, and on the other side a fire spread modelling engine to compute a massive amount 
of simulation. Depending on the behaviour of the modules compared to historical 
datasets, different types of parametric solutions can be applied. However, also some 
combinations like the parametric index insurance could be used combining data 
assimilation in near-real time with the current method. Because of the nature of the 
ignition, the sampling should describe and follow the behaviour of the real fire ignitions. 
But despite having the conditions required for an ignition to happen, human factors are 
still the most important factor, and it can hardly be modelled with high accuracy. It is very 
important to distinguish between the terms fire ignition and active fire. The term active 
fire refers to a remote sensing product that aims to detect thermal anomalies, so 
somehow it provides information about burn-smouldering areas and active fire fronts. 
While a fire may have 1 or some more ignition points, a fire may reach to have thousands 
of active fires depending on its size and the resolution of the sensor used for the remote 
sensing product. Therefore, active fires describe fire activity and not fire ignitions or 
number of fires.  

The proposed model for ignition points can provide information about the total expected 
number of fires, something that can be useful to catch the fact that sometimes fire activity 
overwhelms firefighting because of the high level of simultaneity under severe weather 
condition generalised on large areas. In other words, there are fewer resources allocated 
to combat each fire and it can lead to larger burnt areas. An open research and 
development line that could be tackled in upcoming projects, would be to see if the model 
overestimates this situation and there is a need to do data ingestion and reduce the 
amount of uncertainty applying data assimilation.  
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This report has provided a comprehensive analysis of the modelling agent designed to 
enhance wildfire risk management and transfer solutions. Our exploration began by 
building upon the established groundwork in the previous deliverable, which highlighted 
the complexities and dynamics of the wildfire risk environment in Europe. Through the 
innovative methodologies and tools being developed, including the use of stochastic 
catalogues to determine risk impact factors, we have aimed to offer a simple but robust 
and predictive capability for risk management and decision-making processes. 

The introduction of the modelling agent represents a significant advancement in the field 
of wildfire risk assessment and management. The agent integrates empirical data with 
advanced simulation techniques to provide a nuanced understanding of wildfire 
dynamics and potential risk scenarios. This allows stakeholders to make informed 
decisions on resource allocation, risk mitigation, and strategic planning. 

The Risk Transfer Solution Framework offers practical applications for insurance and risk 
transfer industries. By simulating various fire spread scenarios, it helps create tailored 
insurance solutions for different regions. For example, using data-driven risk assessment 
models derived from the framework, insurers can adjust premium pricing accurately, 
ensuring fair rates for policyholders. Additionally, the framework optimizes risk transfer 
strategies like reinsurance, enhancing companies' ability to manage potential losses. This 
approach fosters resilience and stability in the industry, benefiting both insurers and 
policyholders. 

As we conclude this phase of the FIRE-RES Innovation Action I3.3, the journey towards 
comprehensive wildfire risk management is iterative and requires continuous refinement 
and adaptation. The modelling agent, with its ability to simulate and highlight riskier 
regions affected by wildfire behaviour, provides a critical tool in this ongoing effort. 
However, the true effectiveness of these strategies will depend on their integration with 
broader environmental, socio-economic, and regulatory frameworks. 

Looking ahead, enhancing the resilience of Europe's landscapes against wildfires will 
crucially depend on engaging a broad spectrum of stakeholders—from policymakers to 
local communities. The next steps involve advancing our modelling techniques to better 
predict fire behaviour, tailoring risk assessment tools more precisely for different regions, 
and pioneering innovative approaches to involve communities in preparedness 
strategies. For example, utilising the latest in remote sensing technology could 
significantly improve the accuracy of these risk assessments, enabling more effective 
financial mechanisms for managing risk. By building on the groundwork of this project, 
future initiatives can further refine and expand the impact of strategies for managing 
wildfire risks. 
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